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Abstract— Existing benchmarks evaluate tabletop manipu-
lation, flat-floor household activity, or humanoid locomotion
and manipulation as separate task groups; none scores vertical
mobility and dexterous work on a fragile payload in one long-
horizon episode. We present Fiatlux, a light-bulb replacement
benchmark built on NVIDIA Isaac Lab. In one episode, a Unitree
G1 humanoid positions a step ladder under a ceiling or wall
fixture, climbs it, exchanges a spent bulb in a socket for a fresh
one, and leaves the spent one in a disposal crate. We decompose
the episode into twelve subtask environments scored on difficulty-
weighted gates. The goal is a successful replacement, with the
fresh bulb seated, the spent one disposed of, neither dropped,
and a fragility bound not crossed. Runs that fall short can
earn partial credit. Observations are split into a standard mode
(signals a physical robot could sense or estimate) and a privileged
mode (exact simulator state). We specify the evaluation protocol
and provide reference baseline implementations spanning RSL-
RL PPO, zero-shot NVIDIA GR00T N1.7 Vision-Language-
Action (VLA) models, and whole-body controllers. Additionally,
we provide the teleoperated recordings used to specify and check
the success gates. The benchmark code and the teleoperated
recordings are available at fiatlux-bench.github.io.

I. INTRODUCTION

GPU-accelerated simulation platforms enable whole-body
locomotion and complex object manipulation [1], [2]. How-
ever, existing benchmarks keep the robot on the ground, from
tabletop and mobile-base manipulation [3], [4] to everyday
activities in furnished scenes [5], [6]. Bipedal humanoids
can remove that constraint, so that a single task can span
locomotion, ladder climbing, dual-arm manipulation, and
precise object seating under safety constraints. Deploying
humanoid robots for those tasks could reduce risk by isolating
operators from electrical hazards and high falls. However,
even a task such as ascending an A-frame step ladder
requires three-dimensional center-of-mass (CoM) balance,
multi-limb contact transitions, rung force management, and
tilt stabilization, which makes it a demanding target for whole-
body reinforcement learning and Vision-Language-Action
(VLA) models.

To measure progress on those challenges, we introduce
Fiatlux, an open-source, reproducible benchmark built as a
native extension for NVIDIA Isaac Lab. Fiatlux evaluates
humanoid ladder climbing and light-bulb replacement using a
Unitree G1 humanoid platform, with task assets drawn from
the NVIDIA Omniverse libraries. The core contributions of
Fiatlux encompass:

• Benchmark for Climb-Required Maintenance: For-
malizes overhead bulb replacement as a task family in

which the fixture sits above the robot’s standing reach,
so the episode cannot be completed without climbing.

• Modular Subtask Architecture and Unified Scene
Hierarchy: Decomposes multi-stage execution into 12
structured atomic subtasks (S01–S12) categorized across
Flat Navigation, Manipulation, and Climbing control
modes, sharing a unified family scene hierarchy with
per-task preset layouts. Each subtask is a registered
environment with a start pose approximating the state its
predecessor ends in, and its own success gate defining
a progress boundary.

• Automated Asset Generation: Converts object images
into textured USD assets through a staged image-to-
mesh pipeline with optional articulation prediction and
a structural verifier, supporting benchmark extension
through explicit calibration rather than hand-modeled
meshes.

• Domain Randomization: Randomizes the scene layout
per layout draw, grip friction at startup, and lighting,
material colors, and the robot start state per reset.

• Teleoperated Demonstration Adapters: Provides a
teleoperation adapter for every subtask, in which an
operator in a virtual-reality headset drives the arms
through inverse kinematics while the GEAR-SONIC
controller walks and balances the legs.

• Empirical Baseline Evaluation: Establishes zero-shot
evaluation protocols for Vision-Language-Action (VLA)
architectures, tested specifically on NVIDIA GR00T
N1.7 [7] paired with whole-body controllers.

The rest of this paper is organized as follows. Section II
reviews background literature in humanoid simulation, lad-
der climbing, the robot platform, and baseline controllers.
Section III details the task taxonomy, observation and action
spaces, the climbing MDP, reward mechanics, success and
safety metrics, domain randomization and teleoperation.
Section IV gives the evaluation protocol, the released base-
lines, and how task achievability is established. Section V
discusses sim-to-real implications and the benchmark’s current
limitations.

II. BACKGROUND AND RELATED WORK

A. Benchmark Frameworks

Standard manipulation benchmarks like Meta-World [3] and
ManiSkill [4] focus on tabletop robotic arms. BEHAVIOR-
1K [5] introduces household activities; RoboCasa [6] and
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RoboCasa365 [8] scale kitchen manipulation, the former
across over 150 object categories and 100 evaluation tasks. Hu-
manoidBench [9] presents a simulated humanoid benchmark
combining 15 whole-body manipulation and 12 locomotion
tasks across a 61-DoF action space, yet evaluates each task in
isolation. These frameworks leave an exposed gap in climbing
during manipulation and scoring of a fragile payload. Fiatlux
closes it in Isaac Lab, in one episode where the robot places
its own ladder, climbs it, and exchanges a bulb under a force
bound at the hands.

B. Whole-Body Humanoid Ladder Climbing

Ascending an A-frame step ladder couples lower-limb
stepping with upper-limb contact stabilization. Unlike flat-
ground walking, it constrains where the feet can land and
demands a sustained forward lean.

Humanoid-Gym [10] establishes an Isaac Gym framework
for bipedal locomotion with zero-shot sim-to-real transfer, but
it addresses locomotion only. Model-free algorithms struggle
at this action-space scale [9], which motivates hierarchical
control. Puppeteer [11] pairs a latent-space world model
(TD-MPC2 [12]) with a low-level tracking policy trained
on motion capture, which yields more natural whole-body
motion. Closest to this work is LadderMan [13], which climbs
an inclined ladder on a Unitree G1 from a depth-based
visuomotor policy and demonstrates on-ladder manipulation,
including bulb handling, under teleoperation. LadderMan
is a control method validated by hardware demonstration;
Fiatlux is a benchmark that scores a similar workflow as
autonomous subtasks. Where LadderMan teleoperates the on-
ladder work on a pre-placed ladder, Fiatlux scores the whole
errand, from positioning a free-standing ladder to disposing
of the spent bulb, and bounds the force the hands may apply
to the payload.

C. Humanoid Hardware Platform and Actuator Modeling

The target hardware platform in Fiatlux is the Unitree G1
humanoid robot. The robot has a 29-DoF articulated body
with dual multi-fingered hands:

• Inspire Hand Variant: Multi-finger hand with position
limits and torque capped at 0.5 N ·m for hardware safety.

• Dex3 Hand Variant: Alternative dexterous hand with
seven joints per hand and its own finger torque cap.

Actuator modeling in Fiatlux reflects physical motor
characteristics. Joint drives use proportional-derivative (PD)
position controllers with stiffness (Kp) and damping (Kd)
gains matched to G1 specifications. Armature inertias are set
per Unitree motor type.

D. Vision-Language-Action Models and Controllers

Vision-Language-Action (VLA) models are the current
candidate for policies that take a task as language and act
from vision, which is the setting this benchmark targets.
NVIDIA GR00T N1.7 [7] is a VLA that pairs a vision-
language module with a diffusion transformer action head.
Action Chunking with Transformers (ACT) [14] predicts a
whole action sequence at once, Diffusion Policy [15] denoises

a sequence over many steps, and π0 [16] takes ten flow-
matching steps, reaching the 50 Hz rate this benchmark
also runs at. Additionally, PointAction [17] predicts future
RGB frames and 3D point dynamics as an embodiment-
agnostic action interface, which a decoder maps to robot
actions. Fiatlux includes GR00T N1.7 as a zero-shot baseline
(Section IV).

A VLA like GR00T N1.7 does not drive a humanoid’s
legs, so the GEAR Whole-Body Controller (WBC) turns the
VLA’s navigation, height, and torso commands into 50 Hz
leg and waist control, while its arm targets apply directly.

III. METHODOLOGY AND IMPLEMENTATION

A. Task Taxonomy and Control Mode Decomposition

Fiatlux structures the long-horizon light-bulb replacement
task into a single scene built in NVIDIA Isaac Lab on
the PhysX solver. The complete benchmark task evaluates
the multi-stage pipeline as one flat episode (T = 72,000
steps at 50 Hz, a 1,440 s horizon). To establish clear, non-
overlapping operational boundaries for stage-wise policy
evaluation, Fiatlux registers 12 atomic subtasks as separate
environments (Table I).

Every subtask is named by its dominant control mode:

1) Flat Navigation: Whole-body navigation and loco-
motion across horizontal floor surfaces, including
walking with and without payloads (ladder or bulb),
and positioning the step ladder (S01, S05, S07, S09).

2) Manipulation: Fine arm-and-hand trajectory execution,
including bulb extraction from the fixture, bulb release
into the disposal crate, fresh bulb grasping, and seating
the fresh bulb (S03, S06, S08, S11).

3) Climbing: Multi-limb contact transitions, vertical
center-of-mass (CoM) balance management, and as-
cending or descending the ladder steps with and without
payloads (S02, S04, S10, S12).

The modes are not exclusive. S03 and S11 extend the
on-ladder balance with manipulation. S04 and S10 combine
climbing with constraints related to handling a glass bulb.
S02 and S12 are the only climbing subtasks with the hands
free. A policy competent at each mode separately can still
fail where both run at once.

All subtasks share one scene configuration, which sets
the robot’s joint drives, camera mounts, and contact sensors.
Each subtask is a registered environment with a 120 s episode
horizon, starting from a state designed to approximate where
its predecessor ends, down to what the robot is already
holding.

B. Observation Spaces

The benchmark separates what a real robot could measure
from privileged ground-truth simulation state. Let S denote
the state space of the simulator and st ∈ S represent the
full environment state at time step t. Fiatlux defines two
observation mappings.



TABLE I
TAXONOMY OF THE 12 ATOMIC SUBTASKS (S01–S12) IN FIATLUX ACROSS THE THREE CONTROL MODES. FOUR SUBTASKS RUN TWO MODES AT ONCE,
DOMINANT FIRST. EACH EVALUATION CRITERION IS A CONJUNCTION WHOSE CLAUSES MUST HOLD AT THE SAME INSTANT; ROWS MARKED SUSTAINED

MUST HOLD CONTINUOUSLY FOR THE STATED WINDOW. THROUGHOUT, ROBOT STANDING MEANS PELVIS HEIGHT ABOVE 0.35 M AND TILT UNDER

1.0 RAD, LADDER VERTICAL MEANS TILT UNDER 0.6 RAD, HELD AND RELEASED MEAN GRIP CONTACT FORCE ABOVE AND BELOW 1.0 N, AND AT REST

MEANS BELOW 0.05 M/S AND 0.10 RAD/S.

ID Subtask Name Control Mode Quantitative Evaluation / Termination Criterion

S01 Move Ladder Flat Navigation Ladder top within 0.67 m of the fixture, upright, ladder feet within 0.02 m of the floor,
ladder at rest, robot standing (sustained 1.0 s)

S02 Climb Ladder Climbing Pelvis no more than 0.15 m below the ladder’s live top point and within 0.6 m of it
horizontally, speed < 1.5 m/s, robot standing, ladder vertical

S03 Remove Old Bulb Manipulation, Climbing Old bulb released by the socket and 0.10 m clear of the seat, held, elevation ≥ 0.15 m,
robot standing, ladder vertical (sustained 0.5 s)

S04 Descend with Bulb Climbing, Manipulation Pelvis below floor-stance height, within 0.6 m of the ladder, speed < 1.5 m/s, bulb held
and elevated, robot standing, ladder vertical

S05 Carry Bulb to Disposal Flat Navigation Within 0.50 m of the crate’s footprint, facing it within 0.5 rad, speed < 1.0 m/s, bulb held
S06 Dispose Bulb Manipulation Old bulb geometry fully inside the crate interior and below its rim, translating below 0.05 m/s,

grip released, robot standing (sustained 1.0 s)
S07 Approach New Bulb Flat Navigation Within 0.63 m of the fresh bulb, a bench-clearing standoff that leaves it outside the 0.50 m

horizontal reach, facing it within 0.5 rad, speed < 1.0 m/s
S08 Grab New Bulb Manipulation Fresh bulb lifted 0.03 m off the bench, at least two bodies of one hand in contact above

1.0 N, no hand body above 50 N, robot standing (sustained 0.5 s)
S09 Carry Bulb to Ladder Flat Navigation Within mounting range of the ladder, facing it within 0.5 rad, speed < 1.0 m/s, bulb held,

ladder vertical
S10 Climb with Bulb Climbing, Manipulation Top stance as S02, bulb held and elevated, robot standing, ladder vertical
S11 Screw in Bulb Manipulation, Climbing Fresh bulb attached in the fixture, settled in position and orientation, grip released, robot

standing, ladder vertical (sustained 1.0 s)
S12 Climb Down Climbing Floor stance as S04, fresh bulb still seated in the fixture, robot standing, ladder vertical

1) Standard Observation: The standard observation map-
ping hstd : S → Ostandard produces an observation vector
ostd
t ∈ Ostandard composed of signals a physical robot could

sense or estimate:

ostd
t =

[
qt, q̇t, ωbase, gproj, ẑbase, v̂base,

Fcontact, ψrgb, dlidar

]T
(1)

where:
• qt ∈ Rdjoint and q̇t ∈ Rdjoint represent joint position

and velocity vectors relative to default posture across
djoint = 53 actuated degrees of freedom, 29 body joints
plus 12 in each of the two Inspire hands.

• ωbase ∈ R3 denotes base angular velocity measured by
the robot Inertial Measurement Unit (IMU).

• gproj ∈ R3 is the gravity vector projected into the robot
base coordinate frame Fbase.

• ẑbase ∈ R and v̂base ∈ R3 are base height and base linear
velocity from the state estimator.

• Fcontact ∈ R3B holds one world-frame force vector per
body. The B = 34 bodies span both hands and wrists, as
either hand can crush the bulb. The sensor registers only
contact with the two bulbs, disregarding scenery the arm
rests against and the robot’s own body. The climbing task
of Section III-D substitutes contact at the feet and palms
against the ladder. The palms are measured directly. The
G1 has no foot sensor, so foot contact is estimated from
ankle joint torques, in simulation as on hardware, and
the policy consumes the same signal in both.

• ψrgb ∈ Rdrgb is the visual feature vector (drgb = 512)
extracted via ResNet-18 from the head-mounted RGB

camera.
• dlidar ∈ Rdlidar contains range measurements across

dlidar = 5, 760 raycast channels (32 elevation rows ×
180 azimuth samples) from the head-mounted Mid-360
LiDAR scanning ground and step-ladder geometry.

Sensor noise is declared per term and is additive uniform on
a symmetric interval. A corrupted term i is read as oi + ϵi
with ϵi ∼ U(−δi, δi). The half-widths δi are 0.2 for base
angular velocity, 0.05 for projected gravity, 0.1 for estimated
base linear velocity, 0.05 for estimated base height, 0.01 for
joint position, and 1.5 for joint velocity. The contact, camera,
and LiDAR terms are read uncorrupted, so the exteroceptive
channels of the standard mode carry no sensor model.

2) Privileged Observation: The privileged observation
mapping hpriv : S → Oprivileged constructs an uncorrupted
state vector opriv

t ∈ Oprivileged for critic training and privileged
baselines:

opriv
t =

[
Trobot, Tladder, Tfixture, Tfresh,

Told, Tcrate, dscore(t), bseat(t)
]T

(2)

where Ti = (pi, ri) ∈ SE(3) denotes the absolute 6D pose of
the robot, ladder, fixture, fresh bulb, old bulb, or disposal crate,
with translation pi ∈ R3 and unit quaternion ri ∈ SO(3). The
vector dscore(t) = [d1(t), d2(t), d3(t), d4(t)]

T ∈ R4 captures
the four score-relevant spatial distances:

d1(t) = ∥pladder top(t)− pfixture seat(t)∥2, (3)
d2(t) = ∥pfresh plug(t)− pfixture seat(t)∥2, (4)
d3(t) = ∥pold plug(t)− pfixture seat(t)∥2, (5)
d4(t) = ∥pold bulb(t)− pcrate(t)∥2. (6)



The final entry bseat(t) ∈ {0, 1}2 reports whether the old
and the fresh bulb are currently seated in the fixture. It is
privileged as no sensor can distinguish a bulb the socket
is holding from one resting in the same position. The two
groups are disjoint, and a critic that needs both reads their
concatenation.

C. Action Parameterization

The action space A = [−1, 1]dact parameterizes joint-
position targets at a 50 Hz control rate, where dact = djoint =
53. At step t, the policy outputs an action vector at ∈ A.
Target joint angles qcmd,t ∈ Rdjoint are computed relative to
the standing posture vector q0 ∈ Rdjoint :

qcmd,t = q0 + Sactat (7)

where Sact = diag(s1, . . . , sdact) ∈ Rdact×dact contains joint
action scaling coefficients, uniform at si = 0.5 across the
joint set. Since the offset is the standing posture, the zero
action commands it. Low-level proportional-derivative (PD)
motor drives compute joint torque commands τ t ∈ Rdjoint at
the 200 Hz physics rate, four steps per action:

τ t = Kp(qcmd,t − qt)−Kdq̇t (8)

where Kp,Kd ∈ Rdjoint×djoint are diagonal stiffness and
damping matrices. These are implicit actuators, so PhysX
evaluates the law inside the solver and the environment writes
no torques. The applied torque is clipped to each joint’s effort
limit. The previous action at−1 is fed back into the policy
input of Section III-B. The controller knows what it last
commanded, and that command carries actuator state the
joint sensors do not expose.

D. Step-Ladder Climbing Task MDP

The standalone step-ladder climbing task evaluates ascent in
an environment separate from the climbing subtasks of Table I.
The robot starts facing an A-frame step ladder (1.86 m tall,
0.61× 0.98 m footprint). Episodes run for 120 s.

1) Climbing Action and Observation Specifications: The
action space is the whole-body joint set (dact = 53), including
leg, waist, arm, and finger joint targets. The two palms report
contact force directly, and each foot’s contact is estimated
from its ankle joint torques, the estimate a physical G1 would
run. Both register only contact with the ladder, disregarding
the floor and the robot’s own body. Stacking the four world-
frame forces gives Frung = [flf, frf, flp, frp]

T ∈ R12, where
each fi ∈ R3 is the force on one limb, the left and right foot
and the left and right palm.

2) Climbing Reward Mechanics: The climbing reward pays
height gain and rung contact, awards a bonus on success, and
penalizes instability and rough motion.

Rclimb(t) = wz∆rclimb(t) + wcfcontact(t) + CclimbIclimbed(t)

− λswayPsway(t)− λwobblePwobble(t) +Rshape(t) (9)

where:

• Progressive height gain ∆rclimb(t) pays new maximum
root heights reached during the episode:

∆rclimb(t) = max
(
0, max

0≤τ≤t
zroot(τ)

− max
0≤τ≤t−1

zroot(τ)
)

(10)

• Limb contact fraction fcontact(t) =
1
4

∑4
i=1 I(∥Frung,i(t)∥2 > Fmin) encourages rung

contact.
• CoM sway penalty Psway(t) = ∥vCoM,xy(t)∥22 penalizes

horizontal velocity drift.
• Angular rate penalty Pwobble(t) = ∥ωbase,xy(t)∥22 penal-

izes roll and pitch wobble.
Height gain and the success bonus both weigh 500 and
dominate the reward. Rung contact weighs 0.25 and counts
a limb as in contact above Fmin = 1.0 N. Stability shaping
is smaller still, −0.5 on sway and −0.05 on wobble. Of the
six motion-shaping penalties only one is large, the −200
charged when a fall ends the episode. The rest run from −1.0
for ankle position limits down to −1.25× 10−7 for hip and
knee acceleration, with action rate, waist deviation, and finger
deviation in between.

3) Climbing Success and Fall Predicates:
• Climbing Success Predicate Iclimbed(t): Triggers when

zroot > 1.82 m, ∥proot,xy − pladder,xy∥2 < 0.60 m, and
∥vroot∥2 < 1.50 m/s, so the robot must be at working
height on the ladder and settled, not passing through.

• Climbing Fall Termination Ifall(t): Triggers when
zroot < 0.35 m or θtilt > 1.0 rad.

E. Reward Mechanics and Normalized Progress

The benchmark task’s per-step progress rewards use
potential-based shaping [18]. Let d(g)(t) denote the distance
to the target state for subgoal g, mirroring the four score-
relevant distances of Section III-B, with d

(g)
0 = d(g)(0)

captured after reset randomization and floored at 10−3 m.
The potential Φg is the normalized progress ratio, with
clamp(x, a, b) = min(max(x, a), b):

Φg(t) = clamp

(
d
(g)
0 − d(g)(t)

d
(g)
0

, 0, 1

)
(11)

Normalizing by the episode’s own start distance makes arrival
worth 1 from any spawn, so a lucky starting layout cannot
outscore an unlucky one.

Each step pays the change in potential,

∆rprog,g(t) = Φg(t)− Φg(t− 1), (12)

so approaching pays positive, retreating pays negative, and
holding position pays nothing. Over an episode the per-step
payments cancel in pairs, leaving Φg(T ) − Φg(0), which
reports where the episode ended, not the best it ever reached,
while each step still carries a dense gradient. The climbing
task of Section III-D pays its height term by a different
rule, tracking the episode’s best height and paying each
improvement to the record. Under that rule a policy could



carry the bulb almost to the crate, drop it there, and keep
nearly full credit for a disposal that never happens. The height
term, by contrast, pays each new centimeter exactly once, so
re-climbing old ground earns nothing, and a fall is charged
by its own penalty and ends the episode, not by refunding
the climb.

Old-bulb removal measures progress away from the seat,
not toward it. The bulb starts seated, so d0 is near zero. Its
potential is instead the clearance achieved, measured against
an absolute threshold:

Φold(t) = clamp
(
d(old)(t) / dclear, 0, 1

)
, dclear = 0.10 m

(13)
The episodic reward combines the four progress terms with
completion bonuses Cj and penalties Pk:

R(t) = wlad∆rprog,ladder(t) + wfresh∆rprog,fresh(t)

+ wold∆rprog,old(t) + wdisp∆rprog,disposal(t)

+
∑
j

CjIj(t)−
∑
k

λkPk(t) (14)

Each term pays value × weight × dt per step, with dt =
0.02 s. A progress potential saturates at 1 and a completion
bonus pays once, so a weight of 500 contributes at most 10
over an episode, independently of the horizon:

• The four progress terms are bounded at 5 for the ladder,
10 for the fresh bulb, 5 for old-bulb removal, and 10 for
disposal.

• The completion bonuses Cj pay 2 for the ladder in place,
5 for the fresh bulb inserted, 3 for the old bulb removed,
5 for it disposed, and 10 for full success.

• The penalties Pk charge falling, tipping the ladder, drop-
ping either bulb, and a set of stability and smoothness
terms, each sized well below the bounds above.

A perfect run therefore scores at most 55. A completion
bonus pays on the first step its predicate holds. A seated
bulb stays seated, so paying the raw predicate would reward
occupying an achieved state until the horizon expires instead
of finishing the task and ending the episode. Every reward
term is logged separately, so the per-term episode sums are
the score breakdown.

F. Success, Termination, and Safety Metrics
Seat admission, task success, and early termination are

per-step predicates:
• Seat Admission Predicate Iseat(t): a free bulb becomes

seated when its plug reaches the socket seat within
0.004 m along the seat axis and 0.015 m across it,
with the plug-to-seat axis tilt under 0.2 rad and the
socket unoccupied by the other bulb. Rotation about the
mating axis is unconstrained. A seated bulb is then held
like a magnetic snap fitting, by a continuously applied
retention wrench (mimicking magnetic lock), not by the
bore’s geometry, and is freed only by a sustained axial
withdrawal past 0.015 m, so a momentary knock does
not unseat it.

• Task Success Predicate Isuccess(t) = Ifresh
seat (t) ∧

Iold
disposed(t): the fresh bulb is seated in the fixture and

the released old bulb rests inside the disposal crate, by
the same crate-interior test as the S06 row of Table I.
Seating alone does not end the episode successfully. A
run that installs the fresh bulb correctly and leaves the
spent one on the floor scores zero, making disposal part
of the task, not an epilogue to it.

• Robot Fall Termination Ifall(t): Triggers at zroot <
0.35 m, well below the 0.79 m standing pelvis height,
or at torso tilt θtilt > 1.0 rad.

• Ladder Tip Termination Itip(t): Triggers at θladder >
0.6 rad, the ladder’s tilt from vertical.

• Bulb Drop Termination Idrop(t): Triggers at zfresh <
0.40 m for the fresh bulb, or at zold < 0.15 m for the
released old bulb while outside the crate. A correctly
disposed bulb also comes to rest near the floor, so without
the crate exclusion disposal would score as a drop.

1) Offline Bag Scoring Protocol: Scoring is decoupled
from the simulator. It reads a recorded trajectory bag and
derives every number from recorded state, so one bag can
be rescored under different thresholds without running the
simulation again. An episode is classified as broken if the
peak contact force over both hands, over all steps and all
hand bodies, exceeds the fragility limit:

Ibroken = I
(

max
0≤t≤T

∥Fhand(t)∥2 > Ffragile

)
,

Ffragile = 50.0 N (15)

Both hands are read since the operator uses whichever is
convenient, and scoring one arm records a left-handed crush
as clean. Finger torque saturates at 0.5 N·m, which stalls a
closing finger at the bulb surface at roughly 12 N of grip, so
the 35 g bulb can be held and released well inside the bound.
The headline metric is the Clean Success Rate (CSR) over
N evaluation episodes:

CSR =
1

N

N∑
i=1

(
I(i)success ∧ ¬I(i)broken ∧ ¬I(i)drop

)
(16)

Since Isuccess is the full-replacement predicate, a clean success
is an episode that seated the fresh bulb, disposed of the spent
one, dropped neither, and never crossed the fragility bound
at the hands.

2) Difficulty-Weighted Subtask Score: The twelve subtasks
are not of equal difficulty, so their success rates are not
averaged. Two quantities are combined, both read from
recorded bags by the same offline scorer.

The first is partial credit. Each success gate of Table I is
declared as a list of conjuncts, so an episode that satisfies
part of it can be distinguished from one that achieved nothing.
Let n be the number of conjuncts, cmax the most held
simultaneously at any step, and c0 the number held at reset.
The gate progress is

ρ = clamp

(
cmax − c0
n− c0

, 0, 1

)
. (17)

Conditions such as robot standing hold at reset in every
subtask, and subtracting c0 keeps them from counting as
progress.



The second is difficulty. Each subtask carries a weight
w set by the properties of the work it demands: carrying a
payload, taking hold of an object at rest, releasing it so that
it stays where it was put, working from the ladder, traversing
the ladder, bulb and socket work, and spanning several control
modes in one episode. A subtask’s score averages its success
rate σ and its mean gate progress ρ̄, and the benchmark score
is the weighted mean over the subtasks that were run:

s = 1
2σ + 1

2 ρ̄, S =

∑
i wisi∑
i wi

(18)

An episode that never fires its gate contributes at most 0.5
and only a fired gate reaches 1. A subtask that was not run is
excluded from both sums and reported as missing, not scored
zero. Scores are not comparable across layout seeds, since
the drawn layout sets the task’s difficulty.

Table III gives the resulting weights. Seating the bulb from
the ladder (S11, weight 5.4) is the heaviest subtask in the
benchmark, ahead of both climbing legs that carry a payload
(S04 and S10, 4.5) and well ahead of the unladen ascent (S02,
3.0). The ordering is a design choice and records where the
benchmark expects difficulty to sit.

G. Domain Randomization Protocols

Randomization runs at four moments, specified in paren-
theses on each term below. Layout, prestartup, and startup
occur once per run, and reset recurs at every episode. The
benchmark task runs all but the optional prestartup terms.

1) Scene Layout (per layout draw): the robot, ladder,
workbench with the fresh bulb, and disposal crate are
each placed in their own non-overlapping floor zone,
and the fixture mounts on either the ceiling or a wall.
Positioning the ladder under the fixture is part of the
task, so the ladder spawn zone is sampled independently
of where the fixture mounts.

2) Light Intensity and Direction (per reset): the lights
are stage-level, so every parallel environment shares
one sample. The dome light draws intensity from
U(600, 1400) and rotates its sky texture through
[0◦, 360◦] about the vertical axis. The key light
draws intensity from U(800, 2200) and is offset by
U(−15◦, 15◦) in pitch and U(−30◦, 30◦) about the
vertical axis.

3) Visual Material Tinting (per reset): a hue–saturation–
value (HSV) tint THSV ∼ U(0◦, 360◦)× U(0, 0.15)×
U(0.7, 1.2) multiplies the base colors of the shared
room’s materials, Crender = Cbase ⊙ THSV. Cbase is
cached at the first tint, so resets recompute from the
original and never compound.

4) Robot Start State (per reset): the root pose is offset by
±0.05 m in x and y and ±0.1 rad about the vertical
axis, each joint by ±0.05 rad, and all velocities begin
at zero.

5) Grip Friction (at startup): the hand contact material
draws static friction from U(0.8, 1.2) and dynamic from
U(0.7, 1.1), capped at static, so no grasp depends on
the engine’s 0.5/0.5 default.

6) Prop Scale (prestartup, optional): the ladder is scaled
per axis, by U(0.95, 1.05) in x and y and U(0.95, 1.10)
in z. The socket and the fresh bulb are scaled uniformly
by U(0.9, 1.1) and the disposal crate is not scaled.
These terms are optional to optimize for speed, as
replicated environments share one geometry.

H. Automated Asset Generation

To streamline how new objects enter the benchmark, Fiatlux
ships a pipeline that turns images of objects into USD
assets for Isaac Sim. The articulated branch runs in four
stages. Hunyuan3D-2.1 [19] synthesizes a textured mesh
with physically based rendering (PBR) material maps from
the input image. The mesh is centered at the origin and
normalized to unit maximum extent. SimArt [20] predicts a
part decomposition and the kinematics connecting those parts.
A USD writer then assembles the predicted articulated asset
with usd-core. Output uses z as the vertical axis and meters
as units, and carries convex-decomposition collision settings,
PBR textures, joint limits, and per-part density. Maximum
extent and target total mass can be supplied as overrides,
since SimArt’s predicted size and density are approximate.
Each asset must pass structural verification; benchmark use
additionally requires calibration and interaction checks.

All assets used in the benchmark experiments of this paper
are pre-built. The step ladder, bulb, socket, workbench, and
room come from the NVIDIA Omniverse libraries, and the
robot from the Unitree distribution. The pipeline is meant to
widen this benchmark’s object set.

Table II reports a feasibility study over six generated
objects. The USD Structure check is automated by the
pipeline’s verifier, which checks 27 assertions over the written
stage, covering unit and up-axis conventions, mesh and
texture-coordinate well-formedness, collider and physics-
material binding, rigid-body structure, joint correctness,
overall scale, and the external files the stage points to. The
most consequential is the joint-frame coincidence check,
which requires the two bodies a joint connects to place it at
the same pose. All six objects pass. One trial is one fresh
simulator execution, not one time step or a new object. Basic
physics asks whether the asset settles under gravity, three trials
for each of the six objects. Bulb drop releases a calibrated
bulb onto a plate and requires contact; Bulb-socket interaction
drives a force-controlled insertion and extraction on each pair
at a ceiling and a wall mount, using standardized contact
geometry. Ladder load and push rest 30 kg across two blocks
on a settled ladder and then push laterally at 20 N, three
nominal repeats and five fixed variations on each of two
ladders. Scene fit checks the geometry of two ladder, bulb
and socket groups at three scales and three seeds. Articulated
joint motion drives the two predicted joints of a reused ladder.

I. Teleoperation

Fiatlux uses teleoperation to test whether each subtask
can be completed (Section IV-B). Each subtask provides an
adapter for teleoperation, in which an operator records a take.
It inherits the subtask’s scene, assets, events, control rate, and



TABLE II
FEASIBILITY VALIDATION OVER SIX GENERATED OBJECTS.

Feasibility check Passed/Tested

USD Structure 6/6 objects
Basic physics 18/18 trials
Bulb drop 14/16 trials
Bulb-socket interaction (standardized) 16/32 trials
Ladder load and push 16/16 trials
Scene fit 12/18 configurations
Articulated joint motion 0/2 joint checks

success gate, so a take runs under the same physics and is
scored the same way as a policy rollout.

An operator wears a PICO 4 headset with handheld
controllers. Controller poses drive the arms through inverse
kinematics, a trigger closes each hand, and the tracked leg
motion drives the GEAR-SONIC controller [21]. Failure
terminations and the timeout are cleared so a take can continue
past a mistake. The success predicate still runs, and its value
is recorded for the offline scorer.

IV. VALIDATION AND BASELINES

A. Evaluation Protocol

Evaluations use the benchmark CLI tools. Each policy
runs one episode per subtask at each of four layout seeds,
reported as mean and standard deviation over the seeds.
Rollout trajectories are recorded as bags and scored offline,
so the same recording can be re-scored under different rules
without re-running the simulator.

The offline scorer reports the success rate, the clean success
rate of Section III, the mean per-episode score, and the broken
and dropped rates. Peak hand contact force, mean control
effort, and mean episode length are also reported. Success and
the violation rates are computed independently, so a policy
that seats the bulb by crushing it registers a success and a
broken episode at once. The clean success rate is therefore
the primary metric.

B. Task Achievability

Fiatlux tests whether each subtask can be completed in
simulation by driving the robot through it under teleoperation
to the success gate specified in Table I. Eight of the twelve
subtasks have at least 10 clean full-credit teleoperation takes.
For the four climbing subtasks (S02 Climb Ladder, S04

Descend with Bulb, S10 Climb with Bulb and S12 Climb
Down) we test achievability by initializing the robot on the
ladder steps, one at a time, holding on to the ladder, and
checking for its stability.

A teleoperated take counts only if it satisfies every
condition of the gate, sustained for the required window
where one applies. Takes are recorded across multiple layout
seeds, so a success cannot depend on one favorable spawn.
Table III reports the takes per subtask and Fig. 1 shows a
frame from each of the eight with a full-credit take.

TABLE III
SUBTASK DIFFICULTY WEIGHTS AND TELEOPERATED VALIDATION TAKES

PER SUBTASK.

ID Subtask Weight Takes Full credit

S01 Move Ladder 2.25 11 10
S02 Climb Ladder 3.00 – –
S03 Remove Old Bulb 4.20 12 10
S04 Descend with Bulb 4.50 – –
S05 Carry Bulb to Disposal 1.50 10 10
S06 Dispose Bulb 1.80 12 10
S07 Approach New Bulb 1.00 10 10
S08 Grab New Bulb 1.40 10 10
S09 Carry Bulb to Ladder 1.50 10 10
S10 Climb with Bulb 4.50 – –
S11 Screw in Bulb 5.40 32 10
S12 Climb Down 3.00 – –

C. Released Baselines

Fiatlux includes the following baselines:
1) Zero Policy: Holds joint position commands at zero

offset as a passive stability baseline.
2) Random Policy: Samples each action uniformly from

[−1, 1].
3) Zero-Shot GR00T N1.7: Integrates the 3B-parameter

NVIDIA GR00T N1.7 model (REAL G1 embodiment)
with the GEAR Whole-Body Controller.

4) Human Teleoperation: Expert demonstrations of the task
execution using GEAR-SONIC Whole-Body controller
and PICO 4 headset.

D. Zero-Shot VLA and Floor Baselines

The groot baseline, and the zero and random floor
baselines against which it must be read, were each run on all
twelve subtasks at four layout seeds, one episode per subtask
per seed; groot uses the base checkpoint without fine-tuning
and a per-subtask language instruction, zero and random
need neither. Table IV reports each policy’s per-subtask score
of Section III-F.2 and the difficulty weight.

Zero and random both stay within the same narrow, noisy
band as GR00T’s zero-shot result – none of the three
exceeds the others by more than seed-to-seed variation,
and success rate is 0.00 for all three on every subtask,
confirmed independently from every recorded trajectory bag.
Teleoperation reaches the success gate on eight of the twelve
subtasks (Section IV-B), while none of the three released
baselines completes any subtask, leaving the eight achievable
but unsolved and climbing not yet demonstrated.

E. Failure Modes

Across the three released baselines, success rate is 0.00
on every subtask at every seed. Their non-zero entries in
Table IV are therefore gate progress rather than completions.
The channel keeps an episode’s best moment, so a failing
policy banks partial credit for any gate condition it satisfies.

All three fail differently. With random, ten of the twelve
subtasks end in a fall, none averaging more than 50 control
steps. With zero, six do, and mean episode length runs from
38 to 6000 control steps against random’s 19 to 46. The



S01 Move Ladder S03 Remove Old Bulb S05 Carry Bulb to Disposal S06 Dispose Bulb On-ladder stance, unladen

S07 Approach New Bulb S08 Grab New Bulb S09 Carry Bulb to Ladder S11 Screw in Bulb On-ladder stance, laden

Fig. 1. Frames from the recorded teleoperated takes, one per subtask that has one. Each frame comes from a take that fires the subtask’s gate. The four
climbing subtasks are omitted: none has a take that fires its gate. The two stance frames are recorded with the robot placed on the top tread, and show that
it holds the on-ladder stance with and without the bulb; the transitions to and from that stance are not demonstrated.

TABLE IV
PER-SUBTASK SCORE OF ZERO-SHOT GR00T N1.7 AGAINST THE ZERO AND RANDOM FLOOR BASELINES AND TELEOPERATION, TWELVE SUBTASKS.

EACH CELL IS MEAN ± SAMPLE STANDARD DEVIATION OVER THE POLICY’S RUNS. GR00T/ZERO/RANDOM ARE AVERAGED ACROSS 4 DOMAIN

RANDOMIZATION SEEDS, TELEOPERATION IS AVERAGED ACROSS MULTIPLE (SEE TABLE III) RECORDED TAKES WITH RANDOM SEEDS. THE CLIMB

TASKS DID NOT RESULT IN SUCCESSFUL TELEOPERATION. ∗TELEOPERATION’S WEIGHTED SCORE COVERS ONLY THE 8 SUBTASKS WITH AN ENTRY

ABOVE (19.05 OF 34.05 TOTAL WEIGHT); THE 4 DASHED SUBTASKS ARE EXCLUDED FROM THE SUM, NOT SCORED ZERO.

ID Subtask GR00T Zero Random Teleoperation

S01 Move Ladder 0.00 0.00 0.00 1.00
S02 Climb Ladder 0.00 0.00 0.00 –
S03 Remove Old Bulb 0.06±0.12 0.00 0.06±0.12 0.90±0.25
S04 Descend with Bulb 0.25 0.12±0.14 0.00 –
S05 Carry Bulb to Disposal 0.25 0.25 0.00 1.00
S06 Dispose Bulb 0.00 0.12±0.08 0.33 0.85±0.34
S07 Approach New Bulb 0.00 0.06±0.12 0.06±0.12 1.00
S08 Grab New Bulb 0.00 0.00 0.00 1.00
S09 Carry Bulb to Ladder 0.25 0.12±0.14 0.00 1.00
S10 Climb with Bulb 0.19±0.12 0.19±0.12 0.00 –
S11 Screw in Bulb 0.00 0.12±0.14 0.19±0.12 0.57±0.45
S12 Climb Down 0.00 0.00 0.00 –

Weighted total 0.0876 ± 0.0261 0.0861 ± 0.0322 0.0569 ± 0.0293 0.8419∗

robot stays upright long enough for another termination to
fire first. Where the bulb is carried on or at the ladder, it
is crushed or dropped before the robot falls. Elsewhere the
robot neither falls nor succeeds and runs out the time budget.
For teleoperation, most of the failures are connected to light
bulb crushes.

Zero-shot GR00T N1.7 is not separable from zero, which
commands no action. Their weighted scores, 0.0876±0.0261
and 0.0861 ± 0.0322, differ by less than either standard
deviation. No released baseline completes a subtask, so the
benchmark is unsolved.

V. DISCUSSION AND LIMITATIONS

A. Whole-Body Climbing and Sim-to-Real Transferability

Fiatlux is designed to support sim-to-real transfer onto
physical Unitree G1 humanoids for locomotion and ladder
climbing. The standard observation of Section III-B carries
only signals a physical robot could sense or estimate, so a
policy trained on it never depends on simulator state.

The palms sense contact directly, and the feet use ankle
joint torques as a proxy, since the G1 carries no foot sensor.
Together these tell the policy when a limb is loaded, so it

can place the next one without knowing the ladder’s exact
pose. The action space parameterizes joint-position targets
mapped directly to low-level PD controllers at 50 Hz. A
deployment adapter that bridges these targets to Unitree SDK
joint commands remains future work.

B. Current Benchmark Limitations

Fiatlux has several technical limitations in its current
release:

• Climbing Achievability Not Demonstrated: The four
climbing subtasks have no teleoperated take that satisfies
their success gate. S04 and S12 stall on the descent
conjunct in every recorded attempt, and no attempt at
S02 or S10 satisfies its gate from the subtask’s own
start state. Clean full-credit takes exist for the eight
non-climbing subtasks of twelve.

• Bulb Attachment Is a State Machine, Not a Connec-
tor: A seated bulb is held by a continuously applied
wrench from a bulb attachment mechanism imitating
magnetic lock, not by the socket’s geometry. Modeling
the connector physically remains future work.

• Single-Stage RL Horizon: Executing a complete



1,440 s horizon across navigation and ladder handling
(S01, S05, S07, S09), climbing (S02, S04, S10, S12), and
manipulation (S03, S06, S08, S11) within a single policy
presents credit assignment challenges for model-free RL
algorithms.

• Subtask Reset Decoupling and Runtime Chaining:
The twelve subtasks are registered as independent
environments, not an automated sequential chain at
runtime. Each successor starts from a designed nominal
spawn state, not from the terminal pose and payload
the predecessor produced. Subtask policies are therefore
evaluated on fixed start distributions, not on the handover
distributions an upstream controller would generate.

• Automated Tooling: Automated tooling was used for
code generation, for producing and checking the reported
results, and for drafting and editing this paper.

• Pre-Built Assets in Benchmark Environments: The
main benchmark experiments use pre-built assets from
the NVIDIA Omniverse and Unitree distributions. The
pipeline in Section III-H converts object images into
USD assets, which are evaluated separately. Functional
tests require explicit calibration, and standardized con-
nector interfaces are evaluated as a separate assisted
condition. A reused ladder’s predicted articulation failed
controlled-motion checks. These results do not establish
physical reconstruction accuracy, reliable articulated
behavior, or fully automatic benchmark integration.

VI. CONCLUSION

Fiatlux benchmarks climb-required maintenance: a Unitree
G1 humanoid positions a step ladder under an overhead
fixture, climbs it, exchanges a spent bulb for a fresh one, and
disposes of the spent one, decomposed into twelve subtask
environments scored on difficulty-weighted gates. Teleopera-
tion establishes that eight of the twelve can be completed;
the four climbing subtasks are not yet demonstrated. None
of the three released baselines completes any subtask, and
zero-shot GR00T N1.7 is not separable from a policy that
commands no action, so every subtask the benchmark poses
is open. Demonstrating the climbing subtasks and bridging
joint-position targets to Unitree SDK commands are the next
steps.
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